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ABSTRACT
A methodology for the full three dimensional automatic design of turbomachinery airfoils
is presented, developed with the requirement of minimal output time. This requirement
leads to the use of a gradient based algorithm, where derivatives are computed using the
adjoint method. Where possible, the computational advantages of Graphics Processing
Units have been used, qualitatively and quantitatively assessing the benefits of this ap-
proach. In order to illustrate the capabilities of the system, a Low Pressure Turbine vane
has been redesigned, taking into consideration a set of rigorous design criteria.

NOMENCLATURE

ϕ Design variable δ Grid node displacement
f Objective function h Helicity
g Constraint function H Heaviside function
I Augmented objective function R(ū) RANS equations residuals
ū Conservative variables v̄ Adjoint variables
ADO Automatic Design Optimisation FLOP Floating point operations per second
CPU Central Processing Unit GPU Graphics Processing Unit
flop Floating point operations θ Angular polar coordinate

INTRODUCTION
Product design in industry is an iterative process, where several experts in different engineer-

ing disciplines give their input in a cyclical manner. Given that much of the work is repetitive
in nature, it is conceivable to automatize the process. A possible hazard is the waste of accrued
human experience and knowledge, an effort must be made to integrate it within any automatic
procedures. Shahpar (Shahpar, 2011) notes a number of requirements that an Automatic Design
Optimization (ADO) system must fulfill for it to be actually useful, while acknowledging that
several hurdles are in place for the routine adoption of these techniques, not all of them being
of technical nature.

In this context of turbomachinery component design, the problem can be described as the
definition of a geometrical shape such that, when physically realized through a specific man-
ufacturing process, achieves some functional requisites and performance goals subject to cer-
tain constraints. The whole problem is multidisciplinary in nature, requiring the information
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provided by conceptual design tools, detailed numerical analyses, and manufacturing process
experts. In the normal practice of industrial human driven design, adepts of each discipline are
organized into different teams, and interact during design iterations according to established
best practices within the company. An ADO system can be implemented to encompass as much
of this process as possible, or to be restricted to one aspect. This will impose requirements
in terms of optimization algorithms, interfaces with external geometry generation and multi-
physics analysis tools, and how additional knowledge is applied.

Regarding the choice of optimization algorithm, there are different classes according to their
local or global convergence properties, their handling of constraints, or their need of derivative
information. The application developed by Rolls Royce, SOPHY (Shahpar, 2005), intended to
be used for different classes of problems, has a wide array of methods available, acknowledging
the fact that no single algorithm is clearly superior to the rest for a wide range of applications.
CADO, developed by Verstraete (Verstraete, 2010), uses a population based evolutionary op-
timization algorithm, assisted with metamodelling techniques, and is intended for the design
of both axial and radial turbomachinery components. AutoOpti, developed at the DLR (Siller
et al., 2009), is an advanced system capable of dealing with high dimensional problems, and
has a certain degree of interactivity that allows to modify the optimization process on the fly. It
uses robust evolutionary algorithms, also accelerated with meta-models, and has been used for
the optimization of the working line performance of the 3D geometry of an axial compressor
stage.

When the optimization algorithm to be used requires the use of first order derivatives, there
is the added level of complexity of computing these. Finite difference methods, whether using
real or complex step formulations (Lai et al., 2005), are infeasible when dealing with industrial
size problems. Thus, the use of adjoint methods is advocated in these, which provide gradi-
ent information independently of the size of the design space. These methods were pioneered
by Glowinski and Pironneau (Glowinski and Pironneau, 1976) and introduced to the aerospace
community by Jameson (Jameson, 1995). Since then a number of works have made the method
mature enough to be commonplace throughout industry and academia. In the context of tur-
bomachinery design, state of the art developments allow for the use of the adjoint method in
multistage configurations (Wang and He, 2010; Walther and Nadarajah, 2015). He and Wang
(He and Wang, 2011) describe an aero-structural problem solved concurrently, but where the
coupling of structural and fluid solutions is not needed. They also introduce the use of har-
monic balance methods for the solution of the unsteady adjoint equations. Full aero-structural
coupling with the use of adjoint methods is reported by Martins et al (Martins et al., 2005b),
but as far as the authors are aware, an application within the field of turbomachinery has not
been reported. Robust design and sensitivity to boundary conditions is also a problem that can
be solved with these methods, as shown by Marta and Shankaran (Marta and Shankaran, 2014).
Papoutsis-Kiachagias et al (Papoutsis-Kiachagias et al., 2011) extend the adjoint method to the
computation of higher order derivatives, and present an academic example of robust aerody-
namic design of a quasi-1D duct.

This work describes the implementation of an aerodynamic ADO software application, in-
tended to assist in the design of turbomachinery airfoil geometries in an existing design system.
Structural and manufacturing constraints are specified as design criteria, not as a part of the
solution process. In this context, an initial solution is reasonably easy to generate. Emphasis
is placed on the speed of the process, thus local gradient based optimization algorithms are
used. Gradient information is obtained via the adjoint method. Well established and validated
in-house tools for geometry generation, CFD analysis, and postprocessing tools have been in-
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terfaced within this framework. An application on the design of a Low Pressure Turbine stator
is presented and discussed in order to illustrate the capabilities of the system.

OVERVIEW OF THE DESIGN METHODOLOGY
In Industria de TurboPropulsores (ITP), the standard human driven aerodynamic design

loop flowchart is displayed in Fig. 1, left. During the conceptual design process (not shown
here), the number of stages, mean flow-path radius, work per stage and airfoil design criteria
are defined. Also, an initial estimation of the number of airfoils per row, and aspect ratio is
given. These inputs are fed to the throughflow code MATRIX, which computes an approximation
to the circumferentially averaged flow field, while defining the endwall geometry and chord
distributions for each row. Flow angles, static pressure, and stagnation properties are retrieved
at selected axial stations between each row to be used as boundary conditions for the blade to
blade design stage. This is carried out with the blading program known as XBLADE (Corral
and Pastor, 2004), which is a parametric 2D airfoil design tool that uses G 3 Bézier curves,
ensuring smooth velocity distributions. Several sections are then designed and stacked with a
separate stacking code. The latter allows to apply to the sections both, sweep and lean, defined
respectively as the displacement in the axial and tangential direction of a reference section.
The stacked sections define a complete geometry, around which a fluid passage is defined. This
domain is meshed with a block semi-unstructured mesh generator (Burgos et al., 2009), in order
to run a CFD calculation with the Mu2s2T code (Corral and Gisbert, 2013), a finite volume
RANS solver capable of running in multi-core OpenCL devices, whose boundary conditions
also come from a throughflow calculation. In this analysis stage a steady time marched solution
is enough, and the code can use either an explicit 4 stage Runge-Kutta or an inverse Euler
implicit local time integration scheme. More details on the implicit integration scheme are given
by Crespo et al (Crespo et al., 2015) and Pueblas et al (Pueblas et al., 2013). Several tools are
available for the postprocessing of CFD solutions, in order to check the degree of fulfillment of
the design criteria. These involve comparisons with the results of the lower fidelity tools. After
one loop, the throughflow is updated with information from the geometry and the 3D flow-field,
and the process is repeated. This is done for as many iterations as necessary until the results of
every tool are consistent between them and the design criteria are met. Exceptionally, an update
on the conceptual design model might be necessary.

To run the whole process in practice, a hierarchical division of work is defined, so that
before updating a complete throughflow with the data of a multistage CFD, inner iterations are
performed on individual rows. The overall scheme for each row is nevertheless the same, and
usually this is managed by a single human designer. When the inner iterations for each row
converge, a project integrator performs the outer iteration, and feeds back data again to the
individual row designers.

Automatic design loop
The scope of the proposed design procedure is limited to the inner iterations, and assumes

a frozen throughflow model. The modified flowchart is depicted in figure 1, right, where dif-
ferences with the human driven loop can be noticed. Regarding the postprocessing stage, the
human driven loop uses a number of interactive visualization and data gathering tools, most of
them based on an in-house software library. For the automatic postprocessing and computation
of objective functions, an adapted version of this library is used. Updates on the design vector
are managed by a gradient based search algorithm.

The objective function is a functional of the flow-field, which fulfills the Navier-Stokes
equations. The adjoint method, which is the most efficient way to compute derivatives of these
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functionals with respect to flow variables, is briefly described now. The optimization problem
consists in minimizing a cost function f (u, ϕ), where the conservative variables u must fulfill
the steady state discrete Navier-Stokes equations (schematically written as R (u, ϕ) = 0), and
ϕ represents the modifiable geometric parameters. The restrictions imposed by the discrete
Navier-Stokes equations can be absorbed by the functional, by multiplying each of them by a
Lagrange multiplier, v.

I (u, ϕ) = f (u, ϕ) + vT ·R (u, ϕ) (1)

Since the steady state is fulfilled, the problems of minimizing f and I are equivalent. The
gradient of I is obtained by differentiating Eqn. 1:

dI

dϕ
=
(
∂f

∂u

)T
∂u

∂ϕ
+ ∂f

∂ϕ
+ vT ·

([
∂R

∂u

]
∂u

∂ϕ
+ ∂R

∂ϕ

)
(2)

Using the Lagrange multipliers to remove the dependence with ∂u/∂ϕ, the adjoint system (Eqn.
4) appears. [

∂R

∂u

]T
v + ∂f

∂u
= 0 (3)

to obtain the Lagrange multipliers. In this equation, the analytic expression for the cost function
is usually known, hence the cost function sensitivity ∂f/∂u can be obtained analytically. The
gradient in Eqn. 2 then yields

dI

dϕ
= vT · ∂R

∂ϕ
+ ∂f

∂ϕ
(4)

which shows that one single solution of the adjoint equations can be used to determine the gra-
dient by simply multiplying the adjoint variables v by the variation of the steady state residuals
with respect to the geometric parameters ∂R/∂ϕ. This term is evaluated using the complex
variable method (Lai et al., 2005), that states that

∂R

∂ϕ
= lim
ε→0

= [R (u, ϕ+ iε)]
ε

(5)

and requires only one evaluation of the discrete Navier-Stokes equations. The additional term
∂f/∂ϕ is evaluated using finite differences.

The development of the adjoint code, named Ts2u2M , is thoroughly described by Gisbert
and Corral in (Corral and Gisbert, 2008). It is a hand derived discrete code, and uses the frozen
eddy viscosity assumption to handle the turbulence model equations. Artificial viscosity is
applied via a MUSCL scheme.

Recall that the adjoint variables are forced by the objective function’s flow sensitivity with
constant geometry. This forcing is derived analytically for each of the implemented options
and computed with postprocessing software developed ad hoc. In order to compute the partial
derivative of the objective function and equation residuals with respect to the design vector, as
many perturbed geometries as design parameters have to be generated and postprocessed. The
derivatives of geometry dependent functionals are then computed by finite differences.

A general case requires of the computation of several sub-objectives and constraints. Most
of them will be functions of the fluid state, but some will only depend on the geometry. While
the gradients of each fluid dependent function could be computed solving separate adjoint sys-
tems, a policy of minimization of computational cost has been followed. All fluid functions are
aggregated into a single objective, using a penalty function method. Individual sub-objectives fk

are aggregated into a single function using weighted exponentials, F = ∑
k

[(
eP wk − 1

)
eP fk

]
.

According to Marler and Arora (Marler and Arora, 2004), this function is able to build non
convex Pareto frontiers, whereas a standard weighted summation is not.
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Figure 1: Left, standard aerodynamic design loop. Right, automatic design loop.

Non Linear solver Adjoint solver Perturbed geometries

35% - 4 hours 35% - 4 hours 30% - 3 1/2 hours
6% - 15 min 6% - 15 min 88% - 3 1/2 hours
20% - 15 min 20% - 15 min 60% - 45 min

Table 1: Computational time share breakdown. Colour code: Red: CPU (Intel Xeon 3.6GHz),
Blue: GPU (NVIDIA Quadro 4000)

Regarding the constraint treatment, assuming an inequality constraint of the form shape
φ = g/glimit − 1, it is aggregated to the total objective function via a penalty function G(x),
which is greater than zero and monotonously increasing for x > 0 and null for x ≤ 0. Equality
constraints are handled by adding contributions at both sides of zero. An exponential function
G(φ) = A (cosh(Bφ)− 1) is chosen, with both, function value and first derivative zero at
the origin, so that it is continuously differentiable. Both coefficient and growth rate can be
modulated.

Work load considerations
The framework previously described can be implemented and run in a conventional work-

station. As such, three critical jobs stand out as the most time consuming, to wit, CFD non
linear analysis, adjoint analysis, and perturbed geometry generation. Table 1 summarizes in the
first row the relative computational cost of each of these steps with respect to the total time.
There are some unmentioned operations, such as overhead in program calling, file writing, and
the internal operations of the optimizer, whose contribution can be considered negligible. The
data are presented for a test case with a mesh of about 106 grid nodes, and around 102 de-
sign parameters. Obviously, the time spent at the perturbed geometry generation scales linearly
with the number of design parameters. This test case can be considered realistic in scale and
complexity. Thus, in order to increase the efficiency of the procedure, this case should give
trustworthy insight. The first thing to notice is that the bulk of the computational time is spent
in the non-linear and adjoint solvers. A first move towards improvement is therefore speeding
up these steps.
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GPU accelerated non linear and discrete adjoint Navier-Stokes solvers
A hardware driven path has been chosen for the reduction of solver computational time.

Taking advantage of the particular architecture of Graphics Processing Units (GPUs), operation
intensive software, such as a physics simulation codes, can be run an order of magnitude faster
than in standard Central Processing Units (CPUs). GPU based solvers have become increasingly
popular in the last years, and they have been embraced in both industry (Reguly et al., 2013)
and academia (Corrigan et al., 2010).

The development of the non-linear Navier-Stokes unstructured solver Mu2s2T is reported
by Corral et al (Corral and Gisbert, 2013). There they describe necessary changes undergone
by the baseline code, written in FORTRAN, in order to be able to run in massively multi-core
devices. The followed approach was a dual C++-OpenCL programming technique, which via
compilation options, discriminates between the actual hardware used, in order to optimize spe-
cific performance. This is important, as some loop operations performed within the solver can
be performed with different algorithms, which in turn, fare differently in different hardwares.
Take the computation of the gradient of conservative variables ∇ūi = 1

V oli

∑Nedges
j=1

1
2(ūi +

ūj)n̄ijσij for example, necessary for computing viscous terms. Here i denotes a given node and
j labels all other nodes that comprise an edge with node i. In a CPU, this is implemented using a
loop over neighbouring edges that minimizes operations. Memory accesses are cheap provided
that the grid has been ordered in such a way that the bandwidth of the operator is minimized.
This is done by preprocessing the mesh with a Cuthill-McKee algorithm (Cuthill and McKee,
1969). However, in a GPU, memory access is much more costly than floating point operations
(flops), thus it is preferable to minimize the former at the expense of the latter. This is done by
looping over neighboring nodes. In operators where flops dominate over memory access, both
in CPU and GPU, the loops are performed over edges. Such operators are the computation of
convective and viscous fluxes, which consume most of the computational time.

The end result was that, the speed up obtained when running the solver in a GPU is a factor
of 20, which radically affects the turn-around time for manually driven analysis and design.
In the context of this work, the adjoint solver has been likewise rewritten, obtaining analogous
speed-ups with respect to the baseline adjoint solver. Upon the completion of this task, a second
row can be added to Table 1, where it turns out that bottleneck of the process is now on the
generation of perturbed geometries.

GPU accelerated mesh deformation
A perturbed mesh is built by projecting the old airfoil boundary into the modified one, and

applying a pseudo-Laplacian smoothing operator in the rest of the domain. The FORTRAN
code used to perform these operations, described by Contreras et al (Contreras et al., 2002), has
also been rewritten to run in OpenCL devices. The smoothing operator, defined in Eqn. 6, is
qualitatively similar to the gradient operator, in that it involves very few operations. Thus, the
same considerations apply.

δnewi =

δi + ε

n∑
j=1

δj

l2
ij

1 + ε

n∑
j=1

1
l2
ij

(6)

The achieved speed up in this case has been a factor of 5, admittedly lower than on the
solvers. This is due to the fact that the main source of speed-up in a GPU is their extremely
high floating point operations per second (FLOP) count. If the algorithm’s computational cost
is not clearly dominated by the cost of the floating point operations, there is less potential for
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Figure 2: Left, airfoil parameterization. Right, design sections.

speed-up.
A final picture emerges in a new line in Table 1. In this demonstration case, the work load

is more balanced between the Navier-stokes solvers and the generation of perturbed meshes .
Finally, the overall time per cycle has been greatly reduced.

DESIGN OF A LOW PRESSURE TURBINE STATOR
Geometry definition
Recalling the geometry generation process, a number of 2D sections need to be defined.

For a single section, the parametric space chosen is depicted in Fig. 2, left. It comprises the
inlet, outlet and stagger angles, parameters controlling the shape of leading and trailing edges,
parameters controlling the airfoil’s thickness (thickness radius), and parameters that define the
throat section. The latter are the actual throat opening and the back surface turning angle (the
deviation between the tangent at the throat and the outlet metal angle). Axial chord distribution
is given by a previous throughflow stage, and is not varied in this exercise.

The leading edge (LE) is built by approximating an ellipse with Bézier path, joined to the
main one with G 3 continuity. While the ellipse’s axes could be varied, as well as the wedge
angles of the seams, they have been kept fixed, as experience shows that design point pressure
distribution is achievable with a wide range of these values. This range is severely reduced
when considering off-design performance, but this study is not the object of this work. The
trailing edge (TE) is similar, but using a simple circle, since the curvature continuity is not an
issue here. The TE’s radius was not allowed to vary in this case, and was set to the minimum
value which is known to be realistically manufacturable. Wedge angles at the TE are also fixed.
The design system also allows to modify the location of the Bézier curve’s control points. This
provides with a great degree of fine tuning capabilities.

A total of 5 design sections, those depicted in Fig. 2 right, with 15 parameters each, give a
total of 75 design parameters. The blue sections are intended to fall within the 2D flow region,
the red ones are the endwall sections. Additional sections in between, up to 23, are generated
using a monotone spline interpolation scheme, due to Steffen (Steffen (1990)). This scheme
avoids well known oscillatory effects typical of cubic spline interpolation. These sections are
then stacked radially at the TE.
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Objective and constraint functions
Flow dependent functionals
A multi objective problem is posed in order to meet the multiple requirements and design

criteria for a complex component. The first objective is to match a prescribed 2D loading
distribution, CP (s) = p(s)−pT E

pLE−pT E
at the suction side, which is experimentally known to give

optimum profile losses for a given design solidity and Reynolds number. The pressure side
would be subject to other considerations, such as the separation bubble size, which are not
taken into account in this work. This is formulated as the minimization of the least squares
error between the desired Cp distribution and the actual one.

The second objective is the control of secondary flows, measured by two metrics. The
first one is the helicity h = ω̄ · v̄ (where ω̄ = ∇ × v̄) induced by the horseshoe and passage
vortices, which happen to contribute in the same sense. Trailing edge shed vorticity contributes
in the opposite sense, but as it is an inviscid phenomenon, it cannot be counted as a loss until
full mixing has taken place. The second one is the minimisation of mass averaged Kinetic
Energy Losses (KSI), considering only the contributions of a certain portion of the span near
the endwalls (3D flow region).

Finally, a constraint on outlet flow angle is imposed formulated as the least squares error
minimization of the mass averaged radial angle distribution with respect to an objective linear
one defined only in the 2D region of the flow.

Geometrical constraints
Geometrical constraints could be left to be treated by the optimization software, but an

alternative approach has been chosen. The aim is to prevent infeasible geometries from being
generated. This approach is used by Xu et al. (2013), where the authors start from a feasible
geometry and project each update vector in the subspace of feasible movement. In this work, a
requirement is that the initial solution may not be feasible, so instead of projecting the update
vector, the actual design vector is modified within a root finding procedure. The upper level
optimization routine is not aware of this, but within one function called by the optimizer, a
non-linear system of equations solver modifies the design vector so that it fulfills the equality
constraints and the active (read unfulfilled) inequality constraints. This is a hard coded (that
is, not an external library) Broyden solver assisted with a line search. Equality constraints are
straightforward to treat this way, while for inequality constraints, the piecewise defined penalty
function allows to discriminate when they are fulfilled.

Some design parameters are bounded according to design criteria. For example, outlet metal
angles should not differ too much from the expected flow ones. Throat opening, which for a
fixed solidity determines the camber, largely defines the actual flow angles, so large variations
are not expected in the bidimensional flow region, due to the constraint previously mentioned.
However, in the secondary flow regions it could vary, so bounds are set due to geometry gener-
ation concerns.

Finally, a constraint on the radial distribution of maximum thickness over axial chord tmax/Cax

is imposed by specifying an upper and a lower limit, with the particularity that only the param-
eters that affect the pressure side are modified. This reduction of design space is built into the
root finding procedure previously mentioned. These upper and lower limits in practice impose
a certain thickness in the 2D region, which is deemed to be aerodynamically optimal, with
no pressure side separation. In the endwall region freedom is allowed in order to tailor the
secondary flow features.
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Figure 3: Solver convergence history.

Solver settings
The solver is run with an implicit time integration scheme, and a two-level multigrid scheme.

Turbulence is modeled with an algebraic model, imposing transition location. Boundary con-
ditions imposed at the inlet are radial distributions of total pressure, total temperature and flow
angles. At the outlet, the radial distribution of static pressure is specified. These data are taken
from a throughflow calculation set at the stage definition phase.

The convergence criterion established for the CFD analyses of each geometry has been
defined as the density residual going below certain threshold. This is extracted from the analysis
of the baseline geometry, as a point little before the residuals become flat. The residuals of the
modified geometries consistently fall to the same level as the initial solution, meaning that the
deformed meshes maintain high quality and that no oscillating phenomena occur. This is to
be expected, as secondary flow control aims to reduce possible oscillation sources. Were the
nature of the problem somewhat different, the definition of convergence criteria may be a more
difficult task. The adjoint solver also converges to flat levels, but these depend on the intensity
of the forcing term, so that defining a threshold level is not possible. Thus, the solver is set to
run for a given number of iterations, chosen empirically so that residuals are allowed to reach
the flat region. In figure 3, examples of convergence histories using no multigrid are given.

Results
The optimization solver used in this case has been the in house developed routine NLCO,

which is a steepest descent method that shifts to a Broyden-Fletcher-Goldfarb-Shanno search
when certain convergence criteria are met. Each iteration, including geometry generation, CFD
analysis, adjoint analysis, postprocessing and gradient computation takes around 4 hours in a
workstation equipped with a dedicated NVIDIA GeForce GTX 660 GPU, using a 9 · 105 node
mesh. The initial geometry is obtained by severely deforming an already human designed one,
ensuring that this initial solution is far away from the optimum. This way, the system will have
to deal with large geometrical changes, thus proving its robustness. The convergence of the
optimization run is shown in figure 4, left. All functionals are normalized so that the initial
value is 1. Loading and outlet angle distribution least square errors can potentially drop to zero,
while the loss metrics will not. Figure 4 right shows how the thickness constraint is fulfilled.

Fig. 5 displays the aerodynamic sections and the loading in the blade-to-blade plane. The
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Figure 5: Blade-to-blade loading (top) and blading (bottom).

objective SS loading has been largely achieved and the positive incidence angle of the initial
solution is corrected. Stagger angle is not changed significantly, as the initial solution already
had the loading peak in more or less the right position. Even though no objective or constraint
dictates it, the PS loading is flatter than the initial solution, which is usual in human driven
designs. This is due to a more constant PS curvature, and not due to a separation bubble,
which, in fact, is not present. It has to be remembered that axial chord has been fixed in the
throughflow stage. This is important because imposing both loading and outlet angle implies
an over specified problem. Without changing pitch to chord ratio, a given loading may not be
compatible with a certain turning angle, so that the final solution is a compromise between the
two requirements.

Looking at the hub region (Fig. 5, sections 0% and 15%, and Fig. figure 6), the flow is
not very sensitive to geometrical changes. Even though the stagger angle of the hub section
is severely changed, angle and losses are very similar. The main effect of the geometrical
variation is the reduction of the helicity peak. A different picture is painted in the tip region,
where the flow is, on the contrary, very sensitive. The tip section (Fig. 5, section 100%) has
changed little from the initial, so the flow must be affected by radial gradients driven by the
geometrical changes in the 70% section. Recall that the 80% section, very different in both
cases, is generated by interpolation between the 70% and the tip sections. The flow in the
redesigned airfoil does not migrate downwards and the positive helicity of the passage vortex is
greatly reduced. The loss core seen in the KSI distribution is both reduced and shifted radially
upwards. Peak suction is reduced, but overall lift is conserved. Thus, the increase in turning in
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this region is due to a reduction of separated flow and associated blockage. In Fig. 6, the helicity
plot shows two peaks in the tip region, the uppermost is the passage vortex, which is always
confined to the vicinity of the endwall. It is shown to have been reduced in the redesigned
geometry by the decrease in mean loading level. The lower one corresponds to the horseshoe
vortex, which, given that this flow feature is purely of viscous origin, the decrease in averaged
helicity level is explained by an increase in trailing edge shed vorticity of opposite sign.

CONCLUSIONS
An environment for the fast aerodynamic design optimization of turbomachinery compo-

nents has been presented. The bottlenecks of the procedure have been identified and mitigated
up to a high degree by taking advantage of the computational power of GPUs. Using a stan-
dard issue workstation, between 5-6 design iterations are performed per day, which is already
a higher output than a manually driven procedure. The next step is to take advantage of a
dedicated cluster, which promises an extremely low turn-around time.

The procedure has been demonstrated with an application consisting on the design of an
LPT airfoil. The degree of working complexity in terms of codified design criteria is of in-
dustrial level, including the specification of load distribution, minimisation of secondary flows
and geometrical requirements, using a high dimensional design space. The ability to generate
an working acceptable geometry in a short time, as well as its robustness when handling large
geometry changes, are demonstrated.
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